
OptiPIM: Optimizing Processing-in-Memory Acceleration Using
Integer Linear Programming

Jiantao Liu∗
ETH Zürich

Zürich, Switzerland
jianliu@ethz.ch

Minxuan Zhou∗
Illinois Institute of Technology

Chicago, USA
mzhou26@iit.edu

Yue Pan
University of California, San Diego

La Jolla, USA
yup014@ucsd.edu

Chien-Yi Yang
University of California San Diego

La Jolla, USA
chy036@ucsd.edu

Lana Josipović
ETH Zürich

Zürich, Switzerland
ljosipovic@ethz.ch

Tajana Rosing
UCSD

La Jolla, USA
tajana@ucsd.edu

Abstract
Processing-in-memory (PIM) accelerators provide superior per-
formance and energy efficiency to conventional architectures by
minimizing off-chip data movement and exploiting extensive inter-
nal memory bandwidth for computation. However, efficient PIM
acceleration requires careful software-hardwaremapping that trans-
forms application algorithms into PIM operations and data layout.
Unfortunately, existing PIM accelerators adopt manually tuned
heuristics or exhaustive search to determine the mappings on PIM
accelerators, leading to under-optimized performance and/or long
optimization time. In this work, we propose OptiPIM, a novel opti-
mization framework based on Integer Linear Programming (ILP)
to efficiently generate the optimal mapping for data-intensive ap-
plications on PIM accelerators. The proposed framework adopts a
PIM-friendly mapping representation with accurate cost modeling
and a concise description of the entire design space, allowing us to
formulate an efficient and effective ILP problem and optimize the
mapping on PIM architectures. We implement OptiPIM in the open-
source MLIR framework, enabling OptiPIM to generate optimized
mappings for PyTorch workloads on PIM accelerators. We evaluate
widely used machine learning workloads on two state-of-the-art
PIM accelerators. Our experiments show that OptiPIM can gener-
ate optimal mappings within 4 minutes. Mappings generated by
OptiPIM are at least 1.9× faster than those generated by heuristics.

CCS Concepts
• Hardware → Emerging technologies; • Computing method-
ologies →Modeling and simulation; Machine learning.

Keywords
Processing in memory, mapping optimization, modeling.

∗Both authors contributed equally to this research.

This work is licensed under a Creative Commons Attribution 4.0 International License.
ISCA ’25, Tokyo, Japan
© 2025 Copyright held by the owner/author(s).
ACM ISBN 979-8-4007-1261-6/25/06
https://doi.org/10.1145/3695053.3731041

ACM Reference Format:
Jiantao Liu, Minxuan Zhou, Yue Pan, Chien-Yi Yang, Lana Josipović, and Ta-
jana Rosing. 2025. OptiPIM: Optimizing Processing-in-Memory Acceler-
ation Using Integer Linear Programming. In Proceedings of the 52nd An-
nual International Symposium on Computer Architecture (ISCA ’25), June
21–25, 2025, Tokyo, Japan. ACM, New York, NY, USA, 17 pages. https:
//doi.org/10.1145/3695053.3731041

1 Introduction
Processing-in-memory (PIM) is promising in tackling the memory
wall problem [13] of conventional systems by exploiting large in-
ternal bandwidth for computing and minimizing inefficient data
movements [1, 11, 25, 35–38, 56]. As an unconventional computing
paradigm, PIM enforces strict data layout requirements, making
it particularly challenging to map data-intensive operations with
complex indexing patterns onto PIM architectures. This challenge
is particularly evident in Deep Neural Networks (DNNs), which
involve operators such as convolution, fully-connected layers, and
batched matrix multiplications. However, existing PIM accelera-
tors only rely on heuristics or exhaustive/random search-based
algorithms to generate mappings for such operators, leading to
sub-optimal mappings and/or long optimization times.

Several recent works have proposed white-box mapping frame-
works for conventional ASIC-based DNN accelerators [20, 23, 52].
However, these methods do not directly apply to PIM accelerator
mapping. First, prior ASIC mapping representations [20, 23, 52] can-
not effectively describe different fine-grained data layouts required
by PIM computation. Specifically, prior ASIC mapping frameworks
only consider computation and data access patterns when generat-
ing the mapping, based on the assumption that the accelerator can
load arbitrary data for computations across the memory hierarchy.
In contrast, PIM accelerators enforce specific data layout regula-
tions for a mapping—data in memory must strictly align with the
computation. Such a layout enforcement can result in significant
data replication for different computations (as we will detail in
Section 3 and Figure 2), leading to a high data movement cost and a
large memory footprint. Second, the modeling algorithms in prior
ASIC mapping frameworks [20, 23, 52] cannot accurately estimate
the real costs of PIM acceleration. For example, prior frameworks
use loop bound products to estimate the data size required for
each mapping. However, this upper-bound modeling significantly
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overestimates the actual data size for each mapping. Such an over-
estimation leads to large errors in estimating the PIM layout-related
cost and memory footprint, leading to sub-optimal mappings.

In this work, we propose OptiPIM, a framework that exploits an
exact optimization technique, integer linear programming (ILP), to
generate mappings for data-intensive applications on PIM accel-
erators. Adopting ILP enables OptiPIM to efficiently explore the
complex design space of PIM mappings and generate optimal map-
pings that significantly outperform prior-art heuristics. We first
propose a representation to describe mappings on a general PIM
architectural model, which supports various emerging PIM archi-
tectures, such as bit-serial processing using memory (PuM) [16, 45]
and near-bank processing (NBP) [35]. The proposed mapping repre-
sentation enables comprehensive and concise modeling for compu-
tation scheduling, data access, and data layout in PIM acceleration.
Specifically, we introduce several layout-aware abstraction levels
into the conventional nested loop representation and consider all
possible data indexing schemes to comprehensively represent the
design space with a bounded number of variables, enabling effi-
cient and effective optimization. Building on this concise represen-
tation, we formulate PIM mapping as an ILP problem that jointly
models the application’s algorithmic structure and the underlying
hardware. The ILP incorporates a comprehensive set of costs and
constraints, each highly configurable, so that the same formulation
can generate optimized mappings across diverse PIM architectures.
In addition, we introduce a new cost estimation technique that
computes data sizes more accurately than previous ASIC-oriented
mapping frameworks.

We implement OptiPIM in the open-sourceMLIR framework [34].
Our flow starts from a high-level PyTorch computational graph,
which is then lowered to theMLIR linalg dialect via Torch-MLIR [39],
and translated to nested affine loops for ILP modeling and opti-
mization. Finally, OptiPIM produces the mapping, including data
allocation and memory operation trace, for the target PIM accelera-
tor [16, 35]. In summary, our contributions include:

• We propose OptiPIM, a framework that formulates the map-
ping of data-intensive applications on PIM accelerators as
an ILP problem. OptiPIM systematically identifies critical
costs and constraints inherent to PIM architectures and inte-
grates them into accurate cost modeling algorithms, which
improves the quality of the mapping solution.

• OptiPIM adopts a novel mapping representation that can con-
cisely describe the entire mapping design space of a general
PIM architecture using a layout-aware nested loop structure
and flexible indexing.

• We comprehensively compare the quality of generated map-
pings of OptiPIM and existing mapping methods on two
state-of-the-art PIM accelerators. Our experiments show Op-
tiPIM outperforms prior mapping methods by at least 1.9×,
with a maximum of 4-minute optimization runtime.

2 Background
2.1 Processing-in-Memory Accelerators
Processing-in-Memory (PIM) accelerators use different memory
technologies, including DRAM [9, 16, 24, 38, 45], SRAM [11, 26],
and ReRAM [1, 25, 56]. We here focus on high-throughput digital
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Figure 1: PIM architectures and data organizations.

PIM, including bit-serial processing using memory (PuM) [11, 16,
25, 38, 45] and near-bank processing (NBP) [18, 32, 33, 35, 36].

Figure 1(a) shows high-bandwidth memory (HBM) [44], which
is used as the base architecture in this paper. Figures 1(b) and (c)
show the bank architecture and basic computing paradigm in HBM-
PIM [35] and SIMDRAM [16], which are the state-of-the-art NBP
and PuM technologies, respectively. HBM-PIM integrates near-bank
compute logic connected to the internal DRAM data path. It con-
sists of general and scalar registers and a near-bank unit (NBU)
with multiple floating-point units that support single-instruction-
multiple-data (SIMD) computations by utilizing the internal data
link (i.e., 256b). The registers can store vector or scalar data for com-
putation. HBM-PIM supports an all-bank operation mode, which
operates on a specific DRAM column or register across all banks.

Unlike HBM-PIM, SIMDRAM [16] (and other PuM accelera-
tors [11, 12, 38, 45]) exploit the intrinsic DRAM operations to
manipulate memory cell rows. In particular, it exploits multi-row
activations and a sequence of activate-activate-precharge (AAP) op-
erations to achieve logic functions (e.g., MAJ, NOT, etc.). These basic
logic functions then support arbitrary operations, such as multi-bit
addition and multiplication, on data stored in the same rows in
parallel. Bit-level manipulation requires SIMDRAM to place the
data bits vertically and process computations in a bit-serial fashion.

2.2 PIM-Specific Data Layout Enforcement
Compared to conventional ASIC accelerators, PIM accelerators
feature several PIM-specific characteristics due to the need to align
data in memory for computation. Such layout enforcement applies
to both NBP and PuM architectures. We use HBM-PIM [35] and
SIMDRAM [16] as examples for illustration.

HBM-PIM [35] enforces data layout because its SIMD registers
directly read contiguous columns from either a DRAM row or
the IO path from the host. To support HBM-PIM computations,
programmers need to 1) place stationary data (e.g., DNNweights) in
DRAM rows in the same way as the SIMD operands and/or 2) write
dynamic data (e.g., DNN input feature maps), packed in SIMD
format for each computation, to near-bank registers. The results
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f5f4f3f2f1f0

RFBRFA
Bank I/O

NBU

ResultOp2Op1Time
o[0]i[0:5]f[0:5]0
o[1]i[1:6]f[0:5]1
………...
o[7]i[7:12]f[0:5]7

ResultOp2Op1Time
o[0:3]i[0:3,1:4]f[0]*4,f[1]*40
o[4:7]i[4:7,5:8]f[0]*4,f[1]*41
………...
o[4:7]i[8:11,9:12]f[4]*4,f[5]*45

Bank I/O

f1f1f1f1f0f0f0f0
f3f3f3f3f2f2f2f2
f5f5f5f5f4f4f4f4

Bank I/O

f5f4f3f2f1f0

i4i3i2i1i3i2i1i0
i8i7i6i5i7i6i5i4 …

i5i4i3i2i1i0
i6i5i4i3i2i1 …

17𝒫
row

s

RFBRFA
Bank I/O

NBU

f1f1f1f1f0f0f0f0
f3f3f3f3f2f2f2f2
f5f5f5f5f4f4f4f4

6 columns

11𝒫
row

s
8 columns

6𝒫 columns 1 row

8𝒫 columns

3 row
s

i[0:5]
i[1:6]

...

8×6𝒫-bit 
Writes

i[0:3,1:4]
i[4:7,5:8]

...

6×8𝒫-bit 
Writes

1×6𝒫-bit
Reads 3×8𝒫-bit

Reads

Mapping 1

Mapping 2

i[0:3,1:4]
i[4:7,5:8]

...

6𝒫×8-bit
Writes

i[0:5]
i[1:6]

...

8𝒫×6-bit
Writes

8×1𝒫-bit
Reads

2×4𝒫-bit 
Reads

o[0]
o[1]
...

o[0:3]
o[4:7]

o0o0o0o0o0o0

… o3o2o1o0o3o2o1o0
o7o6o5o4o7o6o5o4

8𝒫×6-bit
Reads

2𝒫×8-bit
Reads

(c) Mapping 1 (left) and Mapping 2 (right) 
on HBM-PIM

(d) Mapping 1 (left) and Mapping 2 (right)
on SIMDRAM

(a) Example 1D convolution

(b) Computation schedule for 2 mappings

Figure 2: PIM-specific mapping problem on HBM-PIM [35] and SIMDRAM [16] for the 1D convolution operator.

(e.g., multiply-and-accumulate) of a SIMD operation either stay in
registers or are transferred to the host for subsequent operations.

Compared to HBM-PIM [35], the data layout enforcement is
more obvious in SIMDRAM [16]. To support PuM operations that
directly operate on DRAM cells, SIMDRAMmust align all operands
in DRAM rows with a vertical bit-precision layout, requiring con-
ventional DRAM writes for non-stationary data. The basic setting
of SIMDRAM only supports element-wise arithmetic. Therefore, if
the partial results of a dot product are not aligned in the memory,
we need to send all the partial results to the host for reduction. This
leads to various PuM architectures that add special logic to process
partial product reduction in memory [11, 45, 66].

2.3 Mapping Generation
Applications such as machine learning and computer graphics rely
on data-intensive operators to process multi-dimensional data struc-
tures (tensors) using nested loops. Nested loops can represent vari-
ous iteration patterns (e.g., orders of computation) by decomposing
and reordering loop levels, leading to a large design space for map-
ping the corresponding operator onto hardware. Various recent
works have extended the nested loop representation to denote
hardware design choices, such as spatial computation, buffering
strategies, and data access patterns [1, 20, 21, 23, 47, 64]. Mapping,
in this context, aims to find the detailed nested loop representation
with specific loop decomposition, ordering, and hardware-related
tags that provide the best performance. Prior works utilize exhaus-
tive search with manually-specified cosntraints [1, 21, 47, 64] or
ILP [20, 23, 52] for the optimization. In this work, we also target
operator mapping described by nested loops. In Section 3, we illus-
trate specific challenges of mapping onto PIM accelerators, which
existing methods fail to address.

3 Motivation
3.1 Data Layout Critically Impacts Performance
Data layout enforcement results in additional design complexity
in resource allocation, computation, and data movement on PIM
architectures. Figure 2 shows two different mappings of a 1D con-
volution (Figure 2(a)) and the corresponding data layouts on NBP
(HBM-PIM [35]) and PuM (SIMDRAM [16]) PIM accelerators.

Figure 2(b) shows the computation scheduling of two sample
mappings, where each row indicates a time step of a SIMD opera-
tion using filter (Op1) and input (Op2) to compute output (Result).
Specifically, in Mapping 1, each time step processes all 6 partial
sums of 1 output index in parallel. Therefore, Mapping 1 exhibits a
weight-stationary behavior where the weight vector (convolution
filter) can be reused in all time steps for different input vectors.
In Mapping 2, each time step computes 8 partial sums in parallel,
2 partials for each of the 4 output indices. Therefore, Mapping 2
requires 2 steps less than Mapping 1. However, Mapping 2 requires
data replication in filter vectors, and each can only be reused once.
In both mappings, each time step requires a different input pattern.
This leads to zero reuse across different time steps because NBP
and PuM accelerators lack the functionality of arbitrary reshuffling
inside the memory, necessitating input loading for each time step.

Figure 2(c) shows the data layout and various costs of Mapping
1 and 2 on HBM-PIM [35]. As shown in the figure, Mapping 1
and 2 require 1 row/6P columns and 3 rows/8P columns in HBM-
PIM, respectively, where P denotes the data precision. The latency
costs of each mapping on HBM-PIM include reading filter values
from bank to registers (RFA), writing input values from the host to
registers (RFB), computing in the near-bank unit (NBU), and reading
output values from registers to the host. Except for the computation
cost, which depends on the computation scheduling, all other costs
are highly dependent on the data layout inside the memory. For
example, as shown in the left side of Figure 2(c), Mapping 1 on
HBM-PIM first reads 1 row of 6 filter values, each with P bits, from
the bank to RFA (1 × 6P-bit reads). Then, the host writes 8 input
vectors, each with 6 P-bit values, to RFB (8 × 6P-bit writes). After
all computations, the host can read the computed outputs (o[0] -
o[7]) from the NPU (8 × 1P-bit reads). As shown in the right side
of Figure 2(c), Mapping 2 has a different layout, which reads 3 rows
of 8P-bit values from the bank to RFA, and writes 6 rows of 8P-bit
values to RFB. The NBU then produces 2 rows of 4 P-bit values,
which are sent to the host through reads.

Figure 2(d) shows Mapping 1 and 2 on SIMDRAM [16]. Mapping
1 and 2 require 17P rows/6 columns and 11P rows/8 columns,
respectively, due to the bit-serial data layout. The data loading costs
of SIMDRAM are similar to those of HBM-PIM, which depends on
the detailed data layout. However, due to the lack of support for
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# DRAM level
for (o2 = 0; o2 < 2; o2++):

# Bank level
spatial_for (f1 = 0; f1 < 3; f1++):

for (o1 = 0; o1 < 2; o1++):
# PE level (bounded by SIMD lanes)
for (o0 = 0; o0 < 2; o0++):

spatial_for (f0 = 0; f0 < 2; f0++):
o = o2*4 + o1*2 + o0
f = f1*2 + f0
output[o] += input[o+f] * filter[f] 
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Figure 3: The issues of ASICmapping representations [23, 47]
on PIM acceleration (example mapping for Figure 2(a)).

reduction in SIMDRAM, we need to read out all partial sums after
the computation (e.g., 8P rows of 6 bits for Mapping 1). SIMDRAM
has much higher computation costs due to bit-serial processing.
Specifically, addition and multiplication require 𝑂 (P) and 𝑂 (P2)
activate-activate-precharge (AAP) operations, respectively, where
each AAP takes around 50 ns [16]. Such a significant difference
necessitates different considerations of the computation cost on the
two PIM architectures.

These examples show the importance of data layout on PIM
accelerators. The corresponding mapping optimizations must con-
sider the fine-grained data layout, which determines critical costs,
including computation, data movement, and memory footprint.

3.2 ASIC Mappings Are Insufficient for PIM
Existing ASIC mapping frameworks [20, 23, 52] do not consider the
fine-grained data layout of computation, resulting in several issues
for the PIM mapping problem, as illustrated in Figure 3.

3.2.1 Mapping Representation. Prior mapping representations
cannot effectively describe the valid design space of the tensor-
program–to-PIM mapping problem. Specifically, existing ASIC-
based mapping representations assume a hierarchical memory ar-
chitecture and focus only on the data access patterns across the
memory/cache hierarchy and the computation unit. On PIM archi-
tectures, such a mapping representation can only describe high-
level computation scheduling across different processing units, not
the fine-grained data layout within the memory (i.e., inside the
banks). Figure 3 shows an example of using an ASIC-based repre-
sentation [23] to represent a mapping on a PIM accelerator that
distributes filters across multiple SIMD lanes (f0) in different banks
(f1). However, the detailed data layout within each bank is not cap-
tured by the representation. Furthermore, the ASIC representation
allows flexible loop permutations (e.g., swapping f1 and o1 in the
example). On PIM architectures, such loop permutations do not
always result in a different mapping because 1) only the relative
order between spatial loops determines the distribution of compu-
tations across memory components, and 2) only the relative order
between temporal loops determines the sequence of computation
in each memory component. Allowing such loop transformations
introduces numerous redundant mappings.

Another issue is that existing mapping representations only con-
sider stride-1 indexing (see Figure 3, inflexible indexing), which
always places data elements with consecutive indices in the same

row/column. The inflexibility of the data indexing function unnec-
essarily reduces the design space. It becomes more serious in PIM
accelerators than ASIC accelerators because the data indexing func-
tion also determines the fine-grained data layout in memory. Thus,
the mapping representation used by existing ASIC accelerators
cannot be effectively applied to PIM accelerators. In Section 4, we
propose a representation that efficiently and effectively describes
the valid design space for mapping generation on PIM accelerators.

3.2.2 Cost Modeling and Problem Formulation. The cost model-
ing used by prior optimization frameworks [23] for evaluat-
ing mappings on ASIC accelerators is not only insufficient
but also inaccurate for PIM accelerators. Specifically, prior
ASIC frameworks only count the data accesses and transfers in
hierarchical memory, without considering layout-related costs. As
shown in Figure 2, all data movement costs, including reading and
writing operations for different tensors, depend on the detailed data
layout in memory. Therefore, PIM mapping needs accurate layout-
aware cost modeling in the problem formulation. In Section 5.3, we
show that a prior ASIC cost estimation method can introduce on
average 70% error when estimating the required data size for PIM
computation. We therefore propose an accurate PIM cost model
that introduces less than 3% error.

3.3 Existing PIM Mappings Are Inefficient
Unlike ASIC accelerators, the mapping methods used in exist-
ing PIM accelerators still rely on heuristics or exhaustive/random
searches [7, 35, 38, 65]. For example, HBM-PIM [35] adopts a heuris-
tic to distribute thematrix operand of a vector-matrix multiplication
(e.g., weight matrix of a fully connected layer in DNN) across mul-
tiple SIMD lanes on multiple DRAM banks and compute partial
results of output values in parallel. When adopting this heuristic
to convolution (HBM-PIM does not illustrate how to map a convo-
lution), the mapping is similar to Mapping 1 in Figure 2(c), which
distributes the filters of convolution for SIMD processing. Such a
heuristic has two issues. First, it may not fully exploit all available
SIMD lanes when the weight matrix or convolution filter is neither
large enough nor perfectly factorizable. Second, it does not con-
sider the trade-offs between parallelism and layout-related costs, as
more parallelism introduces more data replication. While heuristics
cannot guarantee optimal results, exhaustive search methods [65]
require a long execution time to find the optimal mapping. No ex-
isting work proposed an efficient methodology to comprehensively
explore the intricate trade-off space in PIM mapping.

4 OptiPIM Mapping Representation
This section describes our PIM mapping representation that can
effectively express all aspects of the PIM mapping problem.

4.1 General PIM Hardware Model
We first illustrate the PIM architecture model used by OptiPIM,
which can be configured to represent different PIM architectures.

4.1.1 High-Level Abstraction. Figure 4(a) shows the high-level ab-
straction of a general PIM architecture consisting of PIM units (PUs),
which are the basic components for conducting computations in
the PIM-enabled memory. Each PU has its local memory partition
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Figure 4: OptiPIM’s PIM–architecture abstraction and its in-
stantiations for HBM-PIM [35] and SIMDRAM [16].

for storing data used for computations. A PU has two basic architec-
tural parameters, 𝑅𝑜𝑤_𝑆𝑖𝑧𝑒 and #𝑅𝑜𝑤𝑠 , to denote the 2D dimension
of the local memory partition (e.g., DRAM bank). In addition to
the architectural parameters, the PU configuration also includes
parameters to denote the cost of basic operations (e.g., latency)
and computation throughput (e.g., SIMD width, data loading burst
width, etc.). Above the PU level, our general PIM hardware model
incorporates a hierarchical architecture that organizes PUs through
multi-level interconnects similar to modern memory. The memory
hierarchy represents the internal memory partitioning and contains
the hierarchy-related parameters such as data transfer bandwidths
(𝐵𝑎𝑛𝑑𝑤𝑖𝑑𝑡ℎ) using different interconnect links.

4.1.2 Architecture-Specific Modeling. With the hardware model,
we can represent different PIM architectures in OptiPIM by chang-
ing architecture-specific parameters. Figures 4(b) and (c) show the
configurations for the near-bank processing of HBM-PIM [35] and
the in-situ bit-serial processing in DRAM [16], respectively. In HBM-
PIM [35], the data is stored in a horizontal layout (i.e., Figure 3(c));
therefore, 𝑅𝑜𝑤_𝑆𝑖𝑧𝑒 is the HBM row size divided by the bit preci-
sion. The computation throughput is set to the number of SIMD
slots that fully exploit the bank-level data link. In SIMDRAM [16],
computation requires a vertical layout (i.e., Figure 3(d)) so that each
memory row can process 𝑅𝑜𝑤_𝑆𝑖𝑧𝑒 number of elements. We can
configure #𝑅𝑜𝑤𝑠 as the number of DRAM rows divided by the bit
precision. Furthermore, SIMDRAM conducts in-memory computa-
tion using multi-row activations, which can process a whole row

(b) Layout/scheduling on PIM Hardware(a) Mapping Representation

# Level 2: PU Allocation
spatial_for (o2 = 0; o2 < 2; o2++):

spatial_for (f2 = 0; f2 < 3; f2++):
# Level 1: Column Allocation
spatial_for (o1 = 0; o1 < 2; o1++):

spatial_for (f1 = 0; f1 < 1; f1++):
# Level 0: Computation Scheduling
temporal_for (o0 = 0; o0 < 2; o0++):

temporal_for (f0 = 0; f0 < 2; f0++):
o = 1 * o2 + 2 * o1 + 4 * o0;
f = 2 * f2 + 2 * f1 + 1 * f0; 
output[o] += input[o+f] * filter[f] Interconnect

...

*+= *+=

Level 2

Level 1

Level 0

filter

input

output

Data Layout

Computation

Figure 5: OptiPIMmapping representation on PIM hardware.

simultaneously. Therefore, the computation throughput of SIM-
DRAM is similar to 𝑅𝑜𝑤_𝑆𝑖𝑧𝑒 , while #𝑅𝑜𝑤𝑠 equals the number of
actual memory rows divided by the bit precision. We can also con-
figure the computation latency and energy consumption according
to the bit-serial processing pattern, whose complexity increases
quadratically with the bit precision. This general PIM model en-
ables us to construct a framework for mapping on various PIM
architectures.
4.1.3 Costs in General PIM Model. Figure 4(a) also shows different
costs of PIM mapping in our model, including data layout, comput-
ing, data loading, and output gathering. Specifically, data layout is
the arrangement of the specific rows and columns to accommodate
the data for PIM computations. The requirements of data layout
depend on the PIM technology. For example, HBM-PIM reserves
the memory space for stationary weights (e.g., a weight matrix
in a fully connected layer and a convolution filter) while storing
inputs and outputs in registers. On the other hand, SIMDRAM
must reserve memory space for all operands for in-memory com-
putation. The data loading cost refers to loading data in different
places, depending on the layout and architecture bandwidth. The
computation cost is calculated based on the operation latency on a
specific PIM architecture. The output gathering cost refers to the
overhead incurred when transferring the computation results from
the PIM unit to the host. The output size for gathering depends
on the PIM technology. If the architecture supports in-memory
multiply-and-accumulate (MAC) operations [35, 45], the host only
gathers the final MAC result. If the architecture lacks the support
for in-memory MAC [16], the host must read all partial products of
element-wise multiplications.

4.2 PIM Layout-Aware Mapping Representation
To efficiently and effectively describe the design space of PIM map-
ping, we propose a layout-aware nested loop representation, as
shown in Figure 5. The nested loop representation of OptiPIM en-
forces spatial and temporal levels in the loop structure to reflect
the PIM-specific hardware characteristics, where a valid loop nest
must have at least three continuous regions: PU allocation, column
allocation, and computation scheduling. Separating the loop levels
in this way is conceptually analogous to applying loop tiling and
vectorization, where each level isolates a specific granularity of
parallelism and data locality.

4.2.1 PU Allocation. PU is the basic hardware component in our
PIMmodel. Therefore, the highest loop level determines the number
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# Original Loop
for (x = 0; x < Lx; x++):

…

(a) Loop Transformation 

# Level 2: PU Allocation
for (x2 = 0; x2 < Lx,2; x2++):

# Level 1: Column Allocation
for (x1 = 0; x1 < Lx,1; x1++):

# Level 0: Computation Scheduling
for (x0 = 0; x0 < Lx, 0; x0++):

x = d * x2 + e * x1 + g * x0;

Transform

(b) All valid combinations

gedComb
Lx,2∙Lx,1Lx,210

Lx,2Lx,2∙Lx,011

1Lx,2∙Lx,0Lx,02

1Lx,0Lx,1∙Lx,03

Lx,2∙Lx,11Lx,14

Lx,11Lx,1∙Lx,05

Figure 6: (a) The transformation conducted by OptiPIM. (b)
All valid coefficient combinations for the indexing function
of loop variable x.

of PUs used for computation in the PIM system and partial data in-
dices distributed across different PUs (exact indices are determined
by loop variables at all levels and the indexing function).

4.2.2 Column Allocation. In the middle level, the OptiPIM map-
ping representation explicitly indicates the computation allocation
across different columns when processing a memory row in a PU
and, thus, the detailed data layout in these columns. Ideally, when
the number of memory columns in a PU is the same as the process-
ing throughput (e.g., SIMDRAM), all columns can be executed in a
single SIMD operation. When the number of columns is larger than
the processing throughput (e.g., HBM-PIM), all columns in a PU
are divided into SIMD lane-size tiles, requiring multiple sequential
SIMD computations.

4.2.3 Computation Scheduling. The last loop level indicates the
temporal computation scheduling in each column of a PU. It also
enables us to directly generate the detailed data layout across dif-
ferent rows in each column specified by the data indexing function
and the loop structure. In Section 5.5, we propose an algorithm that
can accurately calculate the cost for storing data (e.g., input, weight,
output) based on the mapping representation.

The ultimate target of OptiPIM is to transform a regular nested
loop into the proposed representation that explicitly specifies how
the operations of the loopwill bemapped onto different components
in the PIM architecture as shown in Figure 6.

4.3 Comprehensive Data Indexing
The nested loop represents the design space by specifying the loop
bound for each loop variable at each loop level. Due to the layout
constraints of PIM acceleration, the proposed nested loop can rep-
resent all the data “shapes” in the memory. However, the detailed
distribution of data indices is determined by the indexing function
based on specific values for each loop variable. Unfortunately, all
prior mapping representations only consider one single data in-
dexing function, which calculates the data index using tiled loop
bound values from the innermost loop level to the outermost loop
level (e.g., f = 2 ∗ f0 + 2 ∗ f1 + 1 ∗ f2 in Figure 5). Fixing the index-
ing function rules out a large design space of valid data layouts in
PIM architectures. In OptiPIM, we consider a more comprehensive
design space than prior methods by exploring transformations of
the data indexing function.

As illustrated in Figure 6(a), the loop variable 𝑥 is divided into
three loop levels: 0 ≤ 𝑥2 < L𝑥,2, 0 ≤ 𝑥1 < L𝑥,1, and 0 ≤ 𝑥0 < L𝑥,0,
where L𝑥,2 · L𝑥,1 · L𝑥,0 = 𝐿𝑥 and 𝐿𝑥 denotes the loop bound of 𝑥 in
the original nested loop. The data index is determined through a
linear transformation 𝑑 ∗𝑥2+𝑒 ∗𝑥1+ 𝑓 ∗𝑥0 using the transformation
coefficients 𝑑 , 𝑒 , and 𝑔, where 𝑑, 𝑒, 𝑔 ∈ Z+. To ensure a valid loop
transformation, the loop semantics must remain consistent before
and after the transformation. Consequently, the indexing must
satisfy the following constraints:

• The linear transformation function of 𝑥 must be bijective,
as we have 𝐿𝑥 combinations of (𝑥2, 𝑥1, 𝑥0) that have to be
one-to-one mapped to 𝐿𝑥 values of 𝑥 .

• The range of the linear transformation must encompass the
entire interval range [0, 𝐿𝑥 − 1].

We found that only 6 combinations of the transformation coef-
ficients 𝑑, 𝑒 , and 𝑔 are feasible when L𝑥,2 ≥ 1, L𝑥,1 ≥ 1, and L𝑥,0 ≥ 1
under the above constraints. These combinations are illustrated
in Figure6(b). Building on this finding, we can incorporate the in-
dexing function as an additional design dimension in the mapping
optimization, thereby expanding the design space without signifi-
cantly increasing its complexity. We briefly prove this finding as
follows.

Proof. We define F(𝑥2, 𝑥1, 𝑥0) as the indexing function:

F(𝑥2, 𝑥1, 𝑥0) = 𝑑 · 𝑥2 + 𝑒 · 𝑥1 + 𝑔 · 𝑥0 . (1)

Given all the constraints: 1○ F(𝑥2, 𝑥1, 𝑥0) must be a bijective linear
transformation from R3 to R, 2○ F(L𝑥,2 − 1, L𝑥,1 − 1, L𝑥,0 − 1) =

L𝑥,2 · L𝑥,1 · L𝑥,0 − 1, and 3○ One of the following: F(1, 0, 0) = 𝑑 ,
F(0, 1, 0) = 𝑒 , or F(0, 0, 1) = 𝑔 must be equal to 1. This requirement
guarantees that F(𝑥2, 𝑥1, 𝑥0) spans the entire range [0, 𝐿𝑥 −1], with
𝑑 , 𝑒 , and 𝑔 representing the smallest non-zero values achievable by
the transformation.

We need to consider three sub-cases satisfying constraint 3○. We
begin by analyzing the possible coefficients when 𝑑 = 1. In this
scenario, Equation 1 becomes F(𝑥2, 𝑥1, 𝑥0) = 𝑥2 + 𝑒 · 𝑥1 + 𝑔 · 𝑥0.
Moreover, 𝑥2 ∈ [0, L𝑥,2 − 1] increases continuously without any
gaps in the range. Then, the increment caused by 𝑒 ·𝑥1 +𝑔 ·𝑥0 must
equal L𝑥,2 to satisfy the bijectivity constraint (no overlaps). That
means 𝑒 and 𝑔 can be represented as:

𝑒 = 𝑝 · L𝑥,2, 𝑔 = 𝑞 · L𝑥,2 .

Where, 𝑝 > 0, 𝑝 ∈ Z+, and 𝑞 > 0, 𝑞 ∈ Z+. Therefore, F(𝑥2, 𝑥1, 𝑥0)
can be rewritten as:

F(𝑥2, 𝑥1, 𝑥0) = 𝑥2 + L𝑥,2 · (𝑝 ∗ 𝑥1 + 𝑞 ∗ 𝑥0).

Based on constraint 2○, we have:

𝑝 · (L𝑥,1 − 1) + 𝑞 · (L𝑥,0 − 1) = L𝑥,1 · L𝑥,0 − 1. (2)

We notice that Equation 2 is a linear diophantine equation (LDE) [6],
since L𝑥,1 · L𝑥,0 − 1 = L𝑥,1 · (L𝑥,0 − 1) + (L𝑥,1 − 1), which means
𝑔𝑐𝑑 (L𝑥,1−1, L𝑥,0−1) divides L𝑥,1 ·L𝑥,0−1, where𝑔𝑐𝑑 (L𝑥,1−1, L𝑥,0−1)
is the greatest common divisor of L𝑥,1 − 1 and L𝑥,0 − 1. Thus, there
exist integer solutions for Equation 2. Moreover, based on the bi-
jectivity constraint, 𝑝 · 𝑥1 + 𝑞 · 𝑥0 must also be bijective and cover
the entire range of [0, L𝑥,1 · L𝑥,0 − 1]. Thus, one of 𝑝 and 𝑞 must be
1. Then, based on Equation 2, 𝑝 and 𝑞 can only take the following
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Table 1: ILP Variable and Notation Declarations

Output Variables
L𝑥,𝑙 The loop bound of 𝑥 at level 𝑙 .
Cx,l The value of the 𝑙𝑡ℎ coefficient of loop variable 𝑥 .
Internal Variables
𝛽kx,l Binary variable indicates whether the 𝑘𝑡ℎ divisor of 𝐿𝑥 is

selected at loop level 𝑙 .
𝛿x,f Binary variable indicates whether the 𝑓𝑡ℎ coefficient combi-

nation is selected for loop variable 𝑥 .
clx,f The value of the 𝑙𝑡ℎ transformation coefficient in the 𝑓𝑡ℎ

combination of loop variable 𝑥 .
Application Constants
𝐿𝑥 Original loop bound value of loop variable 𝑥 .
Dx Vector comprising all divisors of 𝐿𝑥 .
U Set of all loop variables.
Sv Set of loop variable index related to tensor v.
Architecture Constants
BW𝑐 Bandwidth for a hardware component 𝑐 .
P Data precision for the data elements.
TP SIMD computation throughput in each PU.
Nc Number of components (e.g., column, row, bank, etc.)
Notations
𝑘 Divisor index for a specific loop bound.
𝑥 Loop variables in the original loop.
𝑙 Loop level index in the transformed nested loop.
𝑓 Coefficients combination index of a loop variable.

two pairs of values: {
𝑝0 = 1, 𝑞0 = L𝑥,1
𝑝1 = L𝑥,0, 𝑞1 = 1 (3)

Consequently, 𝑒 and 𝑔 are restricted to two pairs of values shown
in the first two rows of Figure 6(b). Similar proofs hold for the cases
where 𝑒 = 1 or 𝑔 = 1. Therefore, in the scenario involving three loop
levels, the coefficients are limited to 3×2 = 6 possible combinations.

Our findings can be generalized to any number of loop levels.
Assume we have 𝑙 loop levels after transformation, the number of
possible combinations of coefficients (Numcoeff ) in the indexing
function of a single loop variable is:

Numcoeff = 𝑙 ! (4)

With this comprehensive yet scalable indexing method, we can
enumerate every valid data layout for a given PIM architecture; in
our target case of three loop levels, this requires only six coefficient
combinations (see Figure 6).

5 Problem Formulation and Optimization
In this section, we formulate an ILP model that, given an unmapped
and unoptimized nested-loop workload, produces the optimal PIM
mapping expressed in our proposed representation (see Figure 6).
We detail all variables, constants, and notations of our ILP in Table 1.

5.1 Variables for Nested Loop Representation
Before delving into the cost functions and constraints, we first
define variables for loop bounds and data indexing in accordance
with the representation introduced in Section 4.

5.1.1 Variables for Loop Bounds. For each original loop variable
𝑥 (e.g., 𝑜 or 𝑓 in 1D convolution in Figure 2), we assume a perfect
factorization of the original loop bound 𝐿𝑥 to establish loop bounds
(L𝑥,𝑙 ) across different tiled loop levels. Thus, all L𝑥,𝑙 can only be the
divisors of 𝐿𝑥 . We define Dx as the vector of all divisors of 𝐿𝑥 in
ascending order [52]. For example, if 𝐿𝑥 = 8, then, Dx = [1, 2, 4, 8]𝑇 .
We use a one-hot encoding vector Bx,l, defined as:

Bx,l = [𝛽0x,l , ... , 𝛽
k
x,l , ... ], (5)

to indicate which divisor in Dx is selected to be the transformed
loop bound of 𝑥 at level 𝑙 . Thus, the value of L𝑥,𝑙 can be calculated
as Bx,l · Dx. For example, if L𝑥,2 = 4, it can be expressed as:

L𝑥,2 = Bx,2 · Dx = [0, 0, 1, 0] · [1, 2, 4, 8]𝑇 = 4. (6)

5.1.2 Variables for Data Indexing Coefficients. As illustrated in
Section 4.3 and Figure 6(b), for each original loop variable 𝑥 , there
are 6 possible combinations of linear transformation coefficients
for data indexing, after transforming it into 3 layout-aware loop
levels. Each combination can be represented using the loop bound
variables. For example, the first combination (comb 0 in Figure 6(b))
of coefficients can be represented as c0x,0 = 1, c1x,0 = L𝑥,2 and
c2x,0 = L𝑥,2 · L𝑥,1.

We define binary variables 𝛿x,f to indicate which combination
is selected. Thus, the value of the 𝑙𝑡ℎ transformation coefficient of
loop variable 𝑥 can be calculated as:

Cx,l =
∑5

𝑓 =0 c
l
x,f · 𝛿x,f . (7)

5.2 Constraints for Nested Loop Representation
To ensure a valid nested loop representation for the given operator,
we need the following constraints in the ILP formulation.

5.2.1 Loop Bound Constraints. Since we use one-hot encoding
vectors to select the loop bound values, only one divisor can be
selected for loop variable x at level l:∑

𝑘∈[0, len(Dx )−1] 𝛽
k
x,l = 1,∀𝑥, 𝑙 (8)

where, len(Dx) is the length ofDx. For example, in Equation 6, only
one value can be 1 in Bx,2, which is 𝛽2x,2 .

Besides that, we need to preserve the value of the original loop
bound 𝐿𝑥 . For example, in Figure 6, we have L𝑥,2 · L𝑥,1 · L𝑥,0 = 𝐿𝑥 .
We have the following constraint:∏2

𝑙=0Bx,l · Dx = 𝐿𝑥 ,∀𝑥 . (9)

5.2.2 Data Indexing Coefficients Constraint. For each loop variable
𝑥 , only one of the six coefficient combinations can be selected:∑5

𝑓 =0𝛿x,f = 1,∀𝑥 . (10)

5.3 Variables for Data Layout
OptiPIM’s representation explicitly determines the data layout, and
we directly compute all data layout related information from the
loop-bound variables in the ILP formulation.

5.3.1 Number of Required PUs. We use 𝑁𝑢𝑚
𝑠𝑦𝑠

𝑃𝑈
to denote the

number of PUs required for a nested loop, calculated by the product
of all level-2 loop bounds: 𝑁𝑢𝑚𝑠𝑦𝑠

𝑃𝑈
=
∏

𝑥∈UL𝑥,2.
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(b) OptiPIM’s Method(a) COSA’s Method

Figure 7: The estimation error of 𝑁𝑢𝑚𝑐𝑜𝑙
𝑖𝑛𝑝𝑢𝑡

from (a) COSA’s
method [23], and (b) the proposed method. OptiPIM’s esti-
mation method is more accurate than COSA’s, with an error
of only 3 percent on average.

5.3.2 Number of Columns in a PU. We use 𝑁𝑢𝑚𝑃𝑈
𝑐𝑜𝑙

to denote the
number of columns required for a nested loop in a PU. Due to the
data layout enforcement illustrated in Section 3.1, we cannot reuse
any data across different columns for PIM operations. Therefore,
we calculate the required columns by the product of all level-1 loop
bounds: 𝑁𝑢𝑚𝑃𝑈

𝑐𝑜𝑙
=
∏

𝑥∈U L𝑥,1.

5.3.3 Number of Rows in a Column. Unlike 𝑁𝑢𝑚𝑃𝑈
𝑐𝑜𝑙

, we need to
calculate the number of rows for each tensor 𝑣 . Therefore, we use
𝑁𝑢𝑚𝑐𝑜𝑙

𝑣 to denote the number of rows required for a tensor 𝑣 in
each PU column for a nested loop. 𝑁𝑢𝑚𝑐𝑜𝑙

𝑣 is also equal to the
number of unique indices of tensor 𝑣 required by all computations
in a column. For the indexing schemes independently specified by
the loop variables (e.g., output and filter in convolution), the number
of required rows can be calculated by: 𝑁𝑢𝑚𝑐𝑜𝑙

𝑣 =
∏

𝑥∈Sv𝐿𝑥,0, where
Sv denotes the set of loop variables that index the tensor 𝑣 . In
Figure 5, we have Souts = {𝑜}. However, when the indexing scheme
is determined by a linear combination of loop variables, calculating
𝑁𝑢𝑚𝑐𝑜𝑙

𝑣 becomes more complex. In Figure 5, a linear combination
of 𝑜 and 𝑓 defines the input indexing scheme. Therefore, 𝑁𝑢𝑚𝑐𝑜𝑙

𝑖𝑛𝑝𝑢𝑡

corresponds to the number of unique input indices generated by
the expression 𝑎 · 𝑜0 + 𝑏 · 𝑓0, where 𝑎 = 4 and 𝑏 = 1 in this example.

Prior ASIC-based frameworks (e.g., COSA [23]) directly multiply
all related loop bounds to calculate 𝑁𝑢𝑚𝑐𝑜𝑙

𝑖𝑛𝑝𝑢𝑡
, leading to significant

overestimation. Figure 7(a) illustrates the mismatch between actual
input elements (y-axis) and COSA’s estimates (x-axis) using 1000
random samples for 𝑎, 𝑏, 𝐿𝑜,0, and 𝐿𝑓 ,0, where the red line shows
the perfect estimation. We observe that COSA’s method introduces
over 70% errors for most sampling points.

In this work, we propose the following estimation function for
the calculation of unique inputs:

𝑁𝑢𝑚𝑐𝑜𝑙
𝑖𝑛𝑝𝑢𝑡 = min{

𝑎 · (L𝑜,0 − 1) + 𝑏 · (L𝑓 ,0 − 1)
𝑔𝑐𝑑 (𝑎, 𝑏) +1, L𝑜,0 ·L𝑓 ,0} (11)

The first term of Equation 11 represents the number of unique val-
ues produced by the linear function when the ranges of L𝑜,0 and
L𝑓 ,0 are similar [49, 51]. The second term indicates the maximum
number of unique values possible in the nested loop. The results of

our proposed estimation function are shown in Figure7(b), demon-
strating only an average 3.2% error from the ideal estimation. All
equations can be linearized and encoded into the ILP model using
the same linearization method as prior works [23, 52], along with
the capability of optimizers like Gurobi [15] to handle non-linear
constraints.

5.4 Constraints for Data Layout
To generate a valid data layout for a specified architecture, the
resulting loops must satisfy the following architectural constraints.

5.4.1 Number of PUs Constraint. 𝑁𝑢𝑚𝑠𝑦𝑠

𝑃𝑈
cannot exceed the num-

ber of PUs (NPU) allocated for this operator:

𝑁𝑢𝑚
𝑠𝑦𝑠

𝑃𝑈
≤ NPU . (12)

5.4.2 Row Size Constraint. 𝑁𝑢𝑚𝑃𝑈
𝑐𝑜𝑙

cannot exceed the maximum
number of columns in a single PU (Ncols):

𝑁𝑢𝑚𝑃𝑈
𝑐𝑜𝑙

≤ Ncols . (13)

5.4.3 Column Size Constraint. The total size of tensor elements
stored in a single column can not exceed the maximum capacity
of a column within a PU (i.e., Nrow). As illustrated in Section 4.1.3,
the tensors that need to be stored in the memory depend on the
PIM technology and the operator type. Therefore, the column size
constraint is as follows:∑

𝑣∈Smem𝑁𝑢𝑚
𝑐𝑜𝑙
𝑣 ≤ Nrow (14)

where Smem denotes tensors stored in memory. For example, in
a fully connected operator, Smem = {weight} on HBM-PIM and
Smem = {in,weight} on SIMDRAM.

5.5 PIM Cost Modeling
In this section, we employ loop variables, combinedwith application-
specific and PIM architecture-specific information, to model the
performance cost of a mapping on PIM accelerators.

5.5.1 Computation Cost. Recent PIM accelerators support paral-
lel computations across multiple PUs (e.g., all-bank execution in
HBM-PIM [35]). Therefore, the computation cost depends on com-
putations in each PU, specified by the level-0 and level-1 loop vari-
ables. Specifically, level-0 loop variables indicate the sequential
computations in a column, and level-1 loop variables indicate the
computations placed in a memory row.

The sequential computations in a column include two operations:
partial product multiplications and reductions. We can calculate
the number of multiplications in a column based on all loop-bound
variables at level 0:

𝑁𝑢𝑚𝑐𝑜𝑙
𝑚𝑢𝑙

=
∏

𝑥∈U L𝑥,0 . (15)

The number of reductions in a column can be calculated as:

𝑁𝑢𝑚𝑐𝑜𝑙
𝑟𝑒𝑑

= (∏
𝑥∈ŜoutsL𝑥,0 − 1) · 𝑁𝑢𝑚𝑐𝑜𝑙

𝑜𝑢𝑡 . (16)

Here, Ŝouts = U − Souts is the complement set of Souts in the set of
all loop variables, as iterating over variables in Ŝouts results in the
same index in the output tensor.

The costs of computations in amemory row,𝐶𝑜𝑠𝑡𝑚𝑢𝑙
𝑟𝑜𝑤 and𝐶𝑜𝑠𝑡𝑎𝑑𝑑𝑟𝑜𝑤 ,

depend on the PIM technology. For example, in SIMDRAM [16],
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Figure 8: The flow of OptiPIM.

𝐶𝑜𝑠𝑡𝑚𝑢𝑙
𝑟𝑜𝑤 and 𝐶𝑜𝑠𝑡𝑎𝑑𝑑𝑟𝑜𝑤 are the costs of required bit-serial AAP oper-

ations. In HBM-PIM [35], both 𝐶𝑜𝑠𝑡𝑚𝑢𝑙
𝑟𝑜𝑤 and 𝐶𝑜𝑠𝑡𝑎𝑑𝑑𝑟𝑜𝑤 include row

activation for data stored in the memory, sequential memory reads
from the activated row to registers, and sequential computations
in NBU based on TP. We can calculate the computation cost as:

𝐶𝑜𝑠𝑡compute = 𝐶𝑜𝑠𝑡𝑚𝑢𝑙
𝑟𝑜𝑤 · 𝑁𝑢𝑚𝑐𝑜𝑙

𝑚𝑢𝑙
+𝐶𝑜𝑠𝑡𝑎𝑑𝑑𝑟𝑜𝑤 · 𝑁𝑢𝑚𝑐𝑜𝑙

𝑟𝑒𝑑
. (17)

5.5.2 Output Gathering Cost. As outlined in Section 4, the host
gathers output results after PIM computations. The output gather-
ing cost can be calculated as:

𝐶𝑜𝑠𝑡output =

∑
𝑃𝑈 ∈𝑠𝑦𝑠 𝑆𝑖𝑧𝑒

𝑃𝑈
𝑜𝑢𝑡

BW𝑐
. (18)

Here,
∑
𝑃𝑈 ∈𝑠𝑦𝑠 𝑆𝑖𝑧𝑒

𝑃𝑈
𝑜𝑢𝑡 is the size of all output-related elements

(partial products and final results), and BW𝑐 is the memory band-
width to transfer these elements. 𝑆𝑖𝑧𝑒𝑃𝑈𝑜𝑢𝑡 depends on the output
data layout and PIM technology. For example, SIMDRAM [16] does
not support reduction in a row, requiring the host to gather all
partial products from each PU. HBM-PIM [35] supports MAC oper-
ation in NBU, so the host only gathers one partial product for each
output from a PU. BW𝑐 depends on the memory hierarchy.

5.5.3 Input Loading Cost. Input loading cost indicates the loading
of the non-stationary data to PUs; it depends on layout and PIM
technology:

𝐶𝑜𝑠𝑡input =

∑
𝑃𝑈 ∈𝑠𝑦𝑠 𝑁𝑢𝑚

𝑃𝑈
𝑖𝑛𝑝𝑢𝑡

· P
BW𝑐

. (19)

Here, P denotes the data precision.

5.5.4 Objective Function. The objective function for a workload is
the sum of all the costs:

Obj = 𝐶𝑜𝑠𝑡compute +𝐶𝑜𝑠𝑡output +𝐶𝑜𝑠𝑡input . (20)

ILP minimizes Obj to enhance the overall performance.

5.6 Multi-Operator Optimization
PIM accelerators can accommodate multiple operators—each ex-
pressed as a single nested loop—concurrently due to the large
memory capacity. Our ILP model can be extended to optimize the
execution of multiple operators and automatically determine the
appropriate number of PUs allocated to each operator in the target
workload. If NPU is assigned to a set of operators (W), we can
modify Equation 12 as follows:∑

𝑖∈W𝑁𝑢𝑚𝑖
𝑃𝑈 ≤ NPU .

Here, 𝑁𝑢𝑚𝑖
𝑃𝑈

is the number of PUs used by operator 𝑖 , and the
ILP objective is to minimize

∑
𝑖∈WObj𝑖 , thereby improving the

performance across all operators inW collectively.

Table 2: Architectural parameters.

HBM configuration 8-high HBM2e (8Gb/channel)
Memory organization #banks/channel=32, #channels/stack=16
Bank specification 32MB, row_size=1kB
Data transfer DQ size = 256-bit
Timing (cycles) 𝑡𝑅𝐶 : 19, 𝑡𝑅𝐴𝑆 : 17, 𝑡𝑅𝑃 : 7, 𝑡𝐹𝐴𝑊 : 15

6 Experimental Setup
6.1 Compiler and Optimization Implementation
End-to-end flow and abstractions: Figure 8 illustrates OptiPIM’s
flow, which we integrate into MLIR [34]. We lower Pytorch work-
loads using Torch-MLIR [39] to the Linalg dialect, which serves
as input to the ILP optimization pass. The ILP model is imple-
mented with Gurobi [15] (v11.03), which generates the optimized
mapping described by our representation. OptiPIM then performs
recursive loop induction variable analysis on a compact format
of this representation (see Figure 12) to infer the temporal and
spatial data spaces based on the determined loop bounds during
architecture-specific code generation (codegen) for HBM-PIM and
SIMDRAM, together with the information of types of operations in
the workload (e.g, MACs). The codegen process allocates memory
and buffers for data and generates hardware instructions. Based on
our experiments, the maximum optimization time for one machine
learning operator is less than 4 minutes on AMD Ryzen 7 Pro 7840U
(3.2GHz) and 32GB RAM.
Buffer allocation and codegen: SIMDRAM codegen allocates
memory rows for data and computation, following the restriction
of bit-serial in-situ computation (e.g., reserved rows dedicated for
buffering operands and results for computation) [16]. Then, SIM-
DRAMcodegen generates corresponding activate-activate-precharge
(AAP) operations for bit-serial row-parallel computations. The
HBM-PIM codegen allocates memory space for weights and regis-
ters for inputs and outputs. The register allocation strategy allocates
registers for chunks of vector operations in the order specified by
the nested loop. Specifically, we allocate 8 general registers (each
has 16×16-bit) for inputs and 8 general registers for outputs, the
same as the strategy used in HBM-PIM [54]. Both codegens gen-
erate memory read/write operations for data communications via
the host. The end-to-end framework is open-sourced (see A.2).

6.2 Hardware Configuration
We use HBM2E [44] as the basic architecture for both HBM-PIM (2
banks per NBU) and SIMDRAM, as shown in Table 2. The memory
is connected to a host at 500GB/s bandwidth [44]. To evaluate the
performance of the generated mappings, we use an analytical model
that has been cross-verified with cycle-accurate simulators [41] for
HBM-PIM [35] and SIMDRAM [16]. This analytical model allows
us to efficiently assess our mappings on different PIM architectures.
We assume HBM-PIM uses a 16-bit floating-point data type, and
SIMDRAM computes with 16-bit fixed-point data.

6.3 Workloads
We evaluate OptiPIM on several widely used convolutional and
transformer neural networks, includingAlexNet [29], ResNet-50 [17],
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Figure 9: Validation of analytical model against Ramula-
tor 2 [41] with PIM extension.

ResNet-152 [17], UNet [22], VGG [55], BERT-base [10], and Llama-3
8B and 14B models [14, 50]. We also tested another nested loop
workload, Stencil [48]. This covers a wide range of data-intensive
operators with varying configurations. All workloads are run under
16-bit data precision.

6.4 Baseline Mappings
6.4.1 Weight-Parallel Heuristic [35]. We implement a baseline heuris-
tic based on the mapping strategy in HBM-PIM [35], which divides
the weight matrix into multiple tiles, where the tile size is set to
match the number of SIMD lanes. The HBM-PIM heuristic dis-
tributes these weight matrix tiles in the order of bank, column, and
row to fully exploit the parallelism of all-bank execution. We note
that the original HBM-PIM heuristic only supports matrix-vector
multiplication. For more complicated kernels like convolution, we
distribute the convolution filters in a similar way across different
banks and load the corresponding input in the SIMD computation.

6.4.2 Search-Based Method [7, 65]. Existing PIM frameworks [7,
65] rely on exhaustive/random search to find efficient mappings.
We implement the method used by PIM-DL [65] based on a genetic
algorithm. We cap the genetic algorithm runtime at 1 hour for each
operator. We also implement a full exhaustive search to validate
OptiPIM’s optimality (Section 7.5.3).

6.4.3 ASIC-Based Mapping Method [23]. Prior ASIC-based map-
ping techniques did not consider PIM-specific costs, constraints,
and design spaces. We adopt COSA’s ILP optimization [23] on our
PIM accelerators without considering the fine-grained data layout-
related costs in the objective function to reflect the necessity of
PIM-specific problem formulation.

7 Evaluation
7.1 Validation of Analytical Model
We cross-verify our proposed analytical cost models with the cycle-
accurate simulator (Ramulator 2 [41]), which is extended to support
various PIM instructions of HBM-PIM [35] and SIMDRAM [16]. We
randomly generate 12000 valid mappings from all our benchmarks,
and obtain the performance results from both our analytical models
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Figure 10: Overall performance results and breakdown of
different mapping algorithms for both PIM architectures.

and the simulator. Figure 9 shows our analytical models accurately
align with the cycle-accurate simulation with the squared Pearson
correlation coefficient (𝑅2) greater than 0.99 for both architectures.

7.2 Comparison to Existing Frameworks
7.2.1 SIMDRAM [16]. Figure 10 (a) shows the overall performance
of the tested workloads on SIMDRAM [23] using different mapping
methods. Figure 10(b) shows the detailed cost breakdown of each
method, indicating that in-memory computation dominates the
execution time on SIMDRAM [16] because of bit-serial process-
ing. Compared to the heuristic baseline and the PIM-DL’s random
search method, OptiPIM can constantly find more efficient map-
pings, yielding 2.3× and 2.0× speedup (averaged across all bench-
marks), respectively. Compared to the ASIC mapping algorithm,
OptiPIM generates mappings that are 1.1× faster on average. The
less significant speedup than in the heuristic and search baselines
is due to the fact that the neglected layout-related costs (e.g., input
loading and output reduction) are not dominant in SIMDRAM ex-
ecution, as suggested by Figure 10(b). However, our experiments
show that, even in compute-dominated frameworks, considering
layout-related costs is necessary for finding optimal mappings.

7.2.2 HBM-PIM [35]. Figure 10(c) and (d) show the overall per-
formance and cost breakdown of the tested workloads on HBM-
PIM [35] using different mapping methods, showing distinct results
from experiments on SIMDRAM [16]. Specifically, our experiments
show that OptiPIM is 72.8×, 1.8×, and 25.4× better than HBM-PIM’s
heuristic, PIM-DL, and ASIC, respectively. The reason why HBM-
PIM’s heuristic cannot provide satisfactory performance is that the
heuristic is originally designed for matrix-vector multiplication,
which can fully parallelize the computation for partial products
by distributing the weight matrix while reusing the input vector
in the registers. For BERT, which mainly consists of matrix-vector
multiplication operators, HBM-PIM’s heuristic is only 2.4× slower
than OptiPIM. However, when applying this heuristic to convolu-
tion, it becomes hard to reuse the input vector because of the data
misalignment, forcing the data loading for different input indices.
Even though the HBM-PIM’s heuristic has a lower computation
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Figure 11: Operator breakdown results.

# ResNet50 – Layer Conv12
# N: Batch
# K, P, Q: Out. Channel, Height, Width 
# C: In. Channel
# R, S: Filter Height, Width
Loop Variables: N, K, P, Q, C, R, S
Loop Bounds: 1, 128, 28, 28, 128, 3, 3
Stride: 2, 2
Dilation: 1, 1

# Our – HBM-PIM
Loop Variables: N, K, P, Q, C, R, S
Loop Bounds:

Level 2: 1, 1, 1, 1, 16, 1, 1;
Level 1: 1, 2, 2, 4, 8, 1, 1;
Level 0: 1, 64, 14, 7, 1, 3, 3;

Coefficients:
K2, K1, K0: [128, 64, 1]; P2, P1, P0: [28, 14, 1]; 
Q2, Q1, Q0: [28, 7, 1]; C2, C1, C0: [8, 1, 1]; 

Costs:
Input Loading: 18432; Computation: 13248;
Output Reduction: 6272;

(a) Original operator information

# Heuristic – HBM-PIM
Loop Variables: N, K, P, Q, C, R, S
Loop Bounds:

Level 2: 1, 32, 1, 1, 1, 1, 1;
Level 1: 1, 4, 28, 4, 1, 1, 1;
Level 0: 1, 1, 1, 7, 128, 3, 3;

Coefficients:
K2, K1, K0: [4, 1, 1]; P2, P1, P0: [28, 1, 1]; 
Q2, Q1, Q0: [28, 7, 1]; C2, C1, C0: [128, 128, 1];

Costs:
Input Loading: 3784704; Computation: 49536;
Output Reduction: 14;

# ASIC – HBM-PIM
Loop Variables: N, K, P, Q, C, R, S
Loop Bounds:

Level 2: 1, 1, 2, 1, 16, 1, 1;
Level 1: 1, 32, 1, 1, 4, 1, 3;
Level 0: 1, 4, 14, 28, 2, 3, 1;

Coefficients:
K2, K1, K0: [128, 4, 1]; P2, P1, P0: [14, 14, 1]; 
Q2, Q1, Q0: [28, 28, 1]; C2, C1, C0: [8, 2, 1]; 

Costs:
Input Loading: 1806336; Computation: 936;
Output Reduction: 3136;

(b) OptiPIM result (c) Heuristic result (d) ASIC result

Figure 12: Generated loops for ResNet50 Conv12.

and output reduction cost than OptiPIM, it introduces an extremely
high input loading cost. The lack of consideration of input loading
cost also results in the significant slowdown of ASIC (Figure 10(d)).

7.3 Operator Breakdown Results
Figure 11 shows operator-wise mapping results generated by differ-
ent methods for representative operators in ResNet-50 and BERT.
The results show that OptiPIM consistently generates superior
mappings across all operator types.

7.3.1 SIMDRAM. As analyzed in Section 7.2, SIMDRAM execution
is dominated by in-memory computation. Therefore, both OptiPIM
and ASIC-based mapping methods can generate good mappings
for most convolution operators that are compute-intensive, outper-
forming both heuristic and PIM-DL baselines. However, the ASIC
method performs worse than the guided-search method on BERT’s
operators, which are data-intensive matrix-matrix multiplications,
especially attention (i.e., QK and AV).

7.3.2 HBM-PIM. On HBM-PIM, OptiPIM outperforms the ASIC-
based method baseline more significantly than in SIMDRAM be-
cause the costs for aligning data in SIMD registers dominate the
execution time in HBM-PIM. We also observe that PIM-DL’s ran-
dom search is effective for most operators in ResNet-50 and BERT.

However, the random search method results in a large variance
in the performance of the resulting mappings and also requires a
much longer run time than OptiPIM (Section 6).

7.4 Detailed Mapping Analysis
Figure 12 shows the detailed mappings generated by different meth-
ods for the Conv12 operator in ResNet-50. We observe different
cost (performance) breakdowns in various methods. Specifically,
the original HBM-PIM heuristic distributes the filters across the
spatial elements (banks and DRAM columns) in the order of N,
K, R, and S, without interleaving. This heuristic results in a low
computation cost and output reduction cost because the heuristic
fully parallelizes the computations while keeping each output value
in the same bank. However, the generated mapping results in an
extremely high cost of input loading due to the layout enforcement
of SIMD processing. The ASIC-based method can find the lowest
computation cost in the design space. However, neglecting the fine-
grained layout costs leads to high input loading time, significantly
offseting the savings on computation. OptiPIM can find the best
mapping by comprehensively considering costs in PIM acceleration.
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Figure 13: Optimization comparison.

7.5 Ablation Study
We evaluate algorithms that adopt different combinations of in-
dexing and cost estimation methods. For the indexing method,
we compare the proposed comprehensive indexing, OptiPIM Index
(Section 4.3), to the baseline indexing Base Index that uses stride-1
indexing. Furthermore, we compare the proposed accurate cost
estimation, OptiPIM Estimate (Section 5.3), to the product-based
estimation used by COSA [23], denoted as Base Estimate. Figure 13
shows the performance of four different combinations on represen-
tative workloads, UNet, and VGG16.

7.5.1 Effect of Accurate Estimation. The accurate estimation of
data layout-related costs can provide 4.8× (3.5×) and 6.6× (3.5×)
improvements with Base Index and OptiPIM Index on UNet (VGG-
16) on HBM-PIM. However, the accurate estimation provides less
improvements on SIMDRAM, which are 2.5% (4.4%) and 2.4% (4.3%)
with Base Index and OptiPIM Index on UNet (VGG16), because
layout-related costs (e.g., input loading and output reduction) are
significantly smaller than in-memory computation costs.

7.5.2 Effect of Comprehensive Indexing. The comprehensive in-
dexing shows improvements on UNet: 1.2× speedup with Base
Estimate and 1.6× speedup with OptiPIM Estimate on HBM-PIM.
However, the comprehensive indexing provides trivial improve-
ments on VGG16. In our model, comprehensive indexing primarily
affects input loading. As shown in Equation 11, when the greatest
common divisor (gcd) of the involved loop variables is greater than
1, it allows for optimized input sizes through strategic selection of
coefficient combinations. In the case of UNet, multiple operators
exhibit gcd values greater than 1, enabling the indexing functions to
significantly reduce input loading sizes. Conversely, most operators
in VGG16 have a gcd value equal to 1, which limits the effectiveness
of comprehensive indexing for this workload.

7.5.3 Optimality of OptiPIM. Our results show that OptiPIM can
find the optimal results on all tested workloads in 1 to 209 seconds
for each operator on a consumer-grade 16-core CPU. We evaluate
the optimality of OptiPIM by comparing it to the exhaustive search
results obtained from parallelizing the search across 70 cores on
an AMD EPYC 7713 server CPU (3.6GHz). As a comparison, the
exhaustive search requires 9800 seconds (2.7 hours) on average to
evaluate all possible mappings for each operator.
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Figure 14: Comparison between multi-operator optimization
and heuristic on systems with different memory capacities.

7.6 Scalability
7.6.1 Memory Scalability. We evaluate the scalability of OptiPIM,
by running the same workloads on PIM architectures with different
memory capacities. Figure 14 shows the performance of OptiPIM
and a heuristic that evenly divides the memory resources for all
operators in the workload. We scale the memory capacity from
8GB to 32GB to show the adaptiveness of OptiPIM on various
workload-hardware scenarios. Based on our experiments, the Op-
tiPIM algorithm is 43.6% (18.5%), 30.6% (7.3%), and 28.7% (1.4%) faster
than the even distribution baseline on SIMDRAM (HBM-PIM) with
8GB, 16GB, and 32GB, respectively. The OptiPIM algorithm is more
effective on SIMDRAM because the high-performance mappings
on SIMDRAM require a large memory footprint, making resource
allocation critical. On the contrary, HBM-PIM prefers the mappings
with a low memory footprint, making 16GB sufficient to find the
(near-)optimal mappings. When using 8GB memory, OptiPIM op-
timization becomes effective on HBM-PIM. The results show that
OptiPIM optimization is important for large workloads that require
more careful memory allocation for a large number of operators.

7.6.2 Model Scalability. When the model cannot fit into the PIM
accelerator, OptiPIM divides the model into operator groups that
can fit and executes them sequentially. As the memory needs to be
updated before the start of each group, we add the corresponding
weight loading costs to OptiPIM’s objective function. To illustrate
this approach, we conduct experiments on two large language
models (LLMs) with different input token numbers on a 128GB 8-
stack HBM-PIM system, which has a comparable memory capacity
to an off-the-shelf GPU architecture (e.g., H200). We focus on the
prefill phase, as OptiPIM assumes the shapes of the matrices are
fixed; we discuss other workload types in Section 7.7. The results are
shown in Figure 15: smaller LLMs (i.e., Llama-3 8B) fit entirely onto
the device, whereas the larger ones are partitioned into operator
groups and still successfully accelerated by OptiPIM.
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Figure 15: Evaluation of LLM prefill stage on HBM-PIM.

7.7 Discussion on the Scope of OptiPIM
OptiPIM is a compile-time optimization framework that gener-
ates optimal mappings for nested affine-loop operators with uni-
form computation patterns on digital PIM architectures. The nested
loop format effectively represents many tensor programs such as
machine learning, image processing, fluid dynamics, PDE solvers,
and other high-performance computing tasks. OptiPIM supports
mapping generation for both single-operator (ILP modeling) and
multi-operator (Section 5.6) workloads. As a static optimization
paradigm, it requires compile-time static shape information, and
thus, dynamic-shape optimizations are beyond its current scope. To
support dynamic shapes such as those in the LLM generation phase,
OptiPIM can adopt similar approaches as those in current main-
stream machine learning compilers by pre-optimizing for select
shapes and padding operands at runtime [5, 43, 53]. Additionally,
mainstream machine learning compilers such as TVM, TensorRT,
and XLA [5, 43, 53] leverage a predefined library of architecture-
specific operator (kernel) mappings and focus on higher-level trans-
formations such as graph rewrite and kernel fusion. While such
library-based approaches work well with conventional architec-
tures such as GPU and TPU, they cannot capture the design space
of PIM architectures. In contrast, OptiPIM swiftly navigates the
design space to reach the optimal mapping of individual operators
to PIM architectures.

8 Related Work
DNN Mapping Optimization. Several works [5, 19, 21, 31, 42,
47, 63, 64] utilize nested loops to model the spatial and temporal
scheduling of computations for a single DNN operator on ASIC
accelerators, exploring different loop orders and tiling strategies.
COSA [23] and LEMON [52] expedite the search process by formu-
lating Timeloop’s [47] analytical model into an ILP model. Gamma
[27] and Odyssey [61] apply genetic algorithms to identify opti-
mized mappings. Additionally, Digamma [28] and DOSA [20] co-
optimize both the accelerator’s hardware configuration and the
operator mapping. Other approaches [8, 58–60] introduce alter-
native representations, such as data-centric [4, 30] and relation-
centric [40] models, to more effectively characterize the hardware
and computational features of accelerators. As illustrated in Sec-
tion 3, these optimization methods cannot effectively and efficiently
optimize the mapping problem on PIM architecture.
Mapping in PIM Accelerators. Most prior accelerators [2, 11, 12,
25, 32, 35, 36, 38] adopt heuristics for operator mapping. For ex-
ample, NeuralCache [11], DRISA [38], and ComputeDRAM [12]

fully parallelize output elements of convolution and matrix mul-
tiplication onto different memory columns. Besides that, several
prior works [7, 57, 62, 65] propose optimization frameworks to find
optimized mappings on PIM accelerators. PIM-DL [65] proposes
a framework to optimize the mapping of the whole neural net-
work onto the logic-based PIM accelerators. ARES [7] proposes a
general representation for mapping operators onto different PIM
architectures. However, both PIM-DL [65] and ARES [7] explore
the design space based on genetic algorithm and (guided) exhaus-
tive search. SpecPIM [37] proposes a whole network mapping and
scheduling algorithm for speculative inference in large language
models (LLMs). However, it only considers operator types in LLMs
and adopts heuristics without exact optimization. CimLoop [1] is
a recent exhaustive-search mapping framework for analog-based
PIM accelerators, which only considers the mapping problem as
general matrix multiplication onto the crossbar-based analog-PIM
accelerators. Unlike CimLoop [1], OptiPIM focuses on digital-based
PIM accelerators that support the in-memory vector processing
paradigm in conventional memory architecture, resulting in a signif-
icantly different design space than analog-based PIM accelerators.

9 Conclusion
In this work, we propose a novel optimization framework, OptiPIM,
that systematically analyzes and addresses the mapping problem
on PIM accelerators using ILP. OptiPIM utilizes a layout-aware
representation and accurate cost models, enabling precise and effi-
cient optimization through the ILP formulation. Our experiments
on widely used machine learning workloads show that OptiPIM
can generate the optimal mappings within 4 minutes. The optimal
mappings generated by OptiPIM are at least 1.9× faster than those
generated by existing heuristic-based and search-based approaches
on two emerging PIM accelerators.
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Therefore, this document also includes the steps for applying and
configuring the Gurobi license. We have also released our PIM simu-
lator, which modifies Ramulator2 [41], and supports cycle-accurate
simulation of SIMDRAM and HBM-PIM for nested-loop tensor op-
erators (e.g., convolution, GEMM, etc.). The simulator can directly
use the output nested loop of the MLIR infrastructure as input, and
generate concrete PIM instructions by conducting induction vari-
able analysis on the nested loop representation. We note that the
induction variable analysis and code generation can be integrated
into our MLIR infrastructure for implementing a fully functional
compiler. We leave this implementation for future release.

A.2 Artifact check-list (meta-information)

• Program: C++, Python 3.11
• Compilation: g++ ≥ 11 and clang++ ≥ 14
• Software: Gurobi [15], MLIR [34]
• Model: AlexNet [29], ResNet [17], UNet [22], VGG [55], Bert [10],
Llama 3 7B [14], 14B [50]

• Output: CSV and PDF files corresponding to Figure 9, 10 14, 15.
• Experiments: Compilation, optimization, and PIM trace generation
and simulation.

• How much disk space required? Minimum 20GB (depending on
the number of processeses used).

• How much time is needed to complete experiments? Approxi-
mate 12 hours on a server (160 Intel Xeon CPU Max 9460 cores) for
experiments except the analytical model validation (Figure 9). The
analytical validation can take up to 24 hours.

• Publicly available? Available on
– Github: https://github.com/ETHZ-DYNAMO/OptiPIM.
– Zenodo: https://doi.org/10.5281/zenodo.15103915.

• Code licenses (if publicly available)?MIT License
• Workflow automation framework? All steps are fully automated
with multiple automation scripts and a unified Makefile.

A.3 Description
This artifact contains the source codes of our compilation infrastruc-
ture, problem formulation and optimization, cycle-accurate simula-
tor, and automation scripts to run experiments for Figure 9, 10 14,
and 15. This artifact also provides the baseline mapping strategies
(ASIC [23]) incorporated with our compilation infrastructure for
performance comparison. We note that the PIM-DL [65] baseline
exploits pseudo-exhaustive (random) search on the mapping, which
requires significant runtime (100 hours). Therefore, we provide our
pre-searched results in the repository. The provided scripts can
automatically generate all figures for reproduction.

A.3.1 How to access. We have archived the code on Zonodo, which
supports the download function for a ZIP file of this artifact. The
𝑢𝑛𝑧𝑖𝑝 command is required after downloading the 𝑂𝑝𝑡𝑖𝑃𝐼𝑀.𝑧𝑖𝑝

file:

$ unzip OptiPIM.zip

A.3.2 Software dependencies. This artifact requires Gurobi [15],
Python 3.11, g++ ≥ 11 or clang++ ≥ 14 and MLIR [34].

A.3.3 Models. This artifact evaluates several neural network mod-
els includingAlexNet [29], ResNet [17], UNet [22], VGG [55], Bert [10],
Llama 3 7B [14], 14B [50]. Models are acquired from torchvision [3]

and HuggingFace, and are then passed to the frontend of our MLIR
infrastructure (i.e., Torch-MLIR [39]). Our MLIR infrastructure ex-
tracts all convolution and fully-connected layers and passes them
to the lowering and optimization modules.

A.4 Installation
To successfully build and run these scripts, please ensure you have
(More detailed instructions can be found in the README.md):

A.4.1 Libraries Dependencies. Most of our dependencies are pro-
vided as standard packages on most Linux distributions. OptiPIM
needs a working C/C++ toolchain (compiler, linker), cmake and
ninja for building the project, Python (3.11), and standard command-
line tools like git.

$ sudo apt -get update
$ sudo apt -get install -y clang lld ccache

cmake ninja -build python3 python3 -venv
libboost -regex -dev git curl gzip
libreadline -dev unzip

A.4.2 Gurobi. Gurobi [15] offers free academic license [46]. Please
follow more detailed instructions in the README to install your
Gurobi license. In addition to adding Gurobi to $PATH, OptiPIM’s
CMake requires the GUROBI_HOME environment variable to find
headers and libraries:

$ export GUROBI_HOME="<your_gurobi_path >/
gurobiXXXX/linux64"

$ export PATH="${PATH}:${GUROBI_HOME }/bin"
$ export LD_LIBRARY_PATH="$LD_LIBRARY_PATH:

$GUROBI_HOME/lib"

These lines can be added to your shell initialization script.

A.4.3 Python. For a clean, isolated setup, we recommend creat-
ing a dedicated Python virtual environment before running any
experiments or installing dependencies:

Step 1: Ensure Python 3.11 is installed. Other versions of Python
may also work but we have not conducted exhaustive testing.

$ python3 --version

Step 2: Create a virtual environment and install all dependencies:

$ make python_env

Step 3: Activate the virtual environment before running any
Python scripts:

$ source optipim_env/bin/activate

Once activated, the shell prompt should indicate the optipim_env
environment.

Make sure all these dependencies are properly installed before
proceeding.

A.4.4 Compile OptiPIM. The Makefile provides targets for all ma-
jor steps. Below is a rundown of these primary commands:

$ make compile_optipim

https://github.com/ETHZ-DYNAMO/OptiPIM
https://doi.org/10.5281/zenodo.15103915
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This command conducts the following steps: 1; Clone and build
the LLVM project. 2; Build the main OptiPIM executable and li-
braries.

A.5 Sample Test of OptiPIM
To verify your installation and that everything is working correctly,
you can run:

$ make test

This command invokes test.sh, which runs a brief sanity check
on the OptiPIM setup. The test run is a minimal example to ensure
the core functionalities are in place. For full experiments as used in
the paper, please generate the figures as described below.

A.6 Experiment workflow

A.6.1 Note on Experiment Duration. Some of these experiments
can take a very long time to complete (especially for Figures 9 and
14). To help mitigate this, we have provided pre-parsed results in
both CSV and JSON formats. If you prefer not to wait for the full
experiments to finish, you may run them partially or skip them
altogether and compare your partial outputs against these provided
results. This approach ensures you can still reproduce and examine
the final figures and trends without incurring the full runtime cost.
Each key figure (9, 10, 14, and 15) has a dedicated Makefile target
to automate the entire process. Running these will produce the
corresponding PDF in the exp_results/<figure> directory.

The figures you generate may look slightly different from those
in the paper. For Figure 9, we use a large number of randomly
generated design points to verify the analytical model, leading to
some run-to-run variation. For the other figures, we employ multi-
threading to handle different design points in parallel, which can
introduce minor discrepancies in the final results. Despite these
differences, the overall trends remain consistent with those reported
in the paper.

A.6.2 Figure 9. To generate Figure 9, run:

$ make fig9

This commandwill: 1○ build the cycle-accurate simulator, 2○ ran-
domly generate all simulation input files from all benchmarks, and
3○ cross-verify results from cycle accurate simulation and our ana-
lytical model. This will produce fig9.pdf under exp_results/fig9.

Please note that we have provided pre-extracted data files from
our experiments (validation_hbmpim.csv etc.) in exp_results/
fig9 for convenience. If you simplywant to view the final validation
figure without re-running the entire experiment, you can execute
the plotting script (𝑣𝑎𝑙𝑖𝑑𝑎𝑡𝑖𝑜𝑛/𝑐𝑜𝑟𝑟𝑒𝑙𝑎𝑡𝑖𝑜𝑛2 .𝑝𝑦) directly. However,
please be aware that running make fig9 from scratchwill overwrite
these pre-extracted files.

A.6.3 Figure 10. To generate Figure 10, run:

$ make fig10

This command will: 1○ Generate all needed input files to run Op-
tiPIM, 2○ Invoke scripts to run desired experiments, 3○ Parse all

results and generate csv files in exp_results/fig10 and 4○ Gen-
erate fig10.pdf under exp_results/fig10/.

A.6.4 Figure 14. To generate Figure 14, run:

$ make fig14

This command will: 1○ Generate all needed MLIR files. 2○ Run
dynamatic programming algorithm to get the desired mapping
strategies for different hardware system configurations. 3○ Pro-
duces fig14.pdf under exp_results/fig14/.

Please note that the complete experiments for all configura-
tions may take a very long time, thus, A pre-extracted results
file (exp_results/fig14/all_layer_results.json) is provided for conve-
nience. Any newly reproduced results will be stored in file ended
with _ae.pdf. If you only want to generate the final figure without
re-running the full experiment, please check the instructions in
README.

A.6.5 Figure 15. To generate Figure 15, run:

$ make fig15

This command will: 1○ Generate all needed MLIR files. 2○ Run
dynamatic programming algorithm to get the desired mapping
strategies for different configurations of the LLM. 3○ Produces
fig15.pdf under exp_results/fig15/.

A.7 Evaluation and expected results
All evaluation results, including the .CSV files and .PDF figures, will
be located in the folders corresponding to the figures, as specified
in Appendix A.6. The expected results are figures shown in this
paper (Figure 9, 10 14, 15).
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